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Abstract

Computer vision is currently one of the most exciting areas of arti cial intelligence re-
search, largely because it has recently become possible to record, store and process large
amounts of visual data. While impressive achievements have been made in pattern clas-
si cation problems such as handwritten character recognition and face detection, it is even
more exciting that researchers may be on the verge of introducing computer vision systems
that perform scene analysis, decomposing image input into its constituent objects, lighting
conditions, motion patterns, and so on. Two of the main challenges in computer vision are
nding ef cient models of the physics of visual scenes and nding ef cient algorithms for
inference and learning in these models. In this paper, we advocate the use of graph-based
probability models and their associated inference and learning algorithms for computer vision
and scene analysis. We review exact technigues and various approximate, computationally
ef cient techniques, including iterative conditional modes, the expectation maximization (EM)
algorithm, the mean eld method, variational techniques, structured variational techniques,
Gibbs sampling, the sum-product algorithm and “loopy” belief propagation. We describe how
each technique can be applied in a model of multiple, occluding objects, and contrast the

behaviors and performances of the techniques using a unifying cost function, free energy.

Keywords: Graphical models, Bayesian networks, probability models, probabilistic inference,
reasoning, learning, Bayesian methods, variational techniques, sum-product algorithm, loopy
belief propagation, EM algorithm, mean eld, Gibbs sampling, free energy, Gibbs free energy,

Bethe free energy.



1 Intr oduction

Using the eyeball of an ox, Reré Descarteslemonstratedn the 17th centurythat the backsideof the
eyeballcontainsa 2-dimensionaprojectionof the 3-dimensionatcene Isolatedduringthe plague |saac
Newtonslippedacurvedmetalstick betweerhis eyeballandsoclet, pokedthebacksideof hiseyeball,and
sav smallwhite andcoloredrings. Thesediscoverieshelpedto formalizedthe problemof vision: What
computationamechanisntaninterpreta 3-dimensionakceneusing 2-dimensionalmagesasinput? By
themid-19thcentury thereweretwo maintheoriesof naturalvision: the“nativist theory”, wherevisionis
a consequencef the lower nenoussystemandthe opticsof the eye, andthe “empiricist theory”, where
vision is a consequencef learnedmodelscreatedfrom physicalandvisual experiences.Hermannvon
Helmholtzadvocatedthe empiricisttheory andin particularthatvisioninvolvespsychologicalnferences
in the highernenoussystem basedon learnedmodelsgainedfrom experience.He conjecturedhatthe
brainlearnsa generatre modelof how scenecomponentareputtogetherto explain the visualinputand
thatvision is inferencein thesemodels. Computationabhpproacheso sortingout plausibleexplanations
of datausingBayesrule werepioneeredy ThomasBayesandPierre-Simori_aplacein the 18thcentury
but it was not until the 20th centurythat theseapproachegould be appliedto vision problemsusing
computers. In particular the use of Bayesrule and probabilisticinferencein multivariate probability
modelsbecamecomputationallyfeasible. The availability of computerpower motivatedresearcherto
tacklelarger problemsanddevelop moreef cient algorithms.In the past20 years,we have seena urry
of intense,exciting, and productve researchin comple, large-scaleprobability modelsand algorithms
for probabilisticinferenceandlearning.

This paperhastwo purposes:First, to adwcatethe useof graph-basegrobability modelsfor ana-
lyzing sensoryinput; andsecondto describeand comparethe latestinferenceandlearningalgorithms.
Throughouthereview paperwe useanillustrative exampleof a modelthatlearnsto describepicturesof
scene@sa compositionof imagesof foregroundandbackgroundbjects,selectedrom alearnedibrary.
We describethe latestadvancesin inferenceand learningalgorithms,usingthe above modelasa case
study and comparethe behaiors and performance®f the variousmethods. This materialis basedon
tutorialswe have run at severalconferencesncluding CVPROQ ICASSPO1CVPR03andISIT0O4

2 Generative Models

Therearetwo typesof probability model: generatre modelsanddiscriminatve models. A discrimina-
tive modelpredictsthe distribution of the outputgiven the input: . Examplesinclude

linear regression,wherethe outputis a linear function of the input, plus Gaussiamoise; and SVMs,



wherethe binary classvariableis Bernoulli distributedwith a probability given by the distancefrom the
input to the supportvectors. A geneitive modelaccountdor all of the data,both outputsand inputs:

. Often,generatte modelsincludeadditionalhiddenrandomvariableshathelpexplain
thedata: . A simpleexampleof ageneratre modelis factoranalysid37], where
thecombinednput/outputvectoris alinearfunctionof asmallnumberof hiddenvariablesplusindepen-
dentGaussiamoise. Generatte modelscanbe usedfor discriminationby computing
from usingmaminalizationand Bayesrule. In the caseof factoranalysis,it
turnsout thatthe outputis alinearfunction of alow-dimensionaftepresentatiorof theinput, plus Gaus-
siannoise.

Discriminatve modelsrequirethatthe databe preprocessedoit satis esthe statisticalassumptions
usedto train the model. The “preprocessingtaskinvolvesan analysisof the wide rangeof unprocessed
inputsthatwill be encounteredn situ. This taskis usually more dif cult thanthe discriminatve task
andis performedby a userwho may useautomaticdataanalysistools. In fact, the analysisof the input
involvesbuilding a model of the input, , thatis eitherconceptuabr functional. To minimize
the users efforts, a functionalmodelcanbe usedto performpreprocessingutomatically For example,
principal componentsanalysis(PCA) canbe usedto reducethe dimensionalityof the input datain the
hopethatthe low-dimensionalepresentatiowill containlessnoiseandbe bettersuitedto predictingthe
output. Whena functionalmodelis used,the combinationof the preprocessingnodel andthe

discriminatve model correspondo a particulardecompositiorof a generatre model:

In our view, generatre modelsprovide amoregeneralway to combinethe automatic‘preprocessing”
taskandthediscriminatvetask.By jointly modelingtheinputandoutput,ageneratre modelcandiscover
useful,compactrepresentationsf the inputandusetheseto bettermodelthe output. For example factor
analysiscan be viewed as jointly nding a low-dimensionalrepresentatiorthat modelsthe input and
is goodat predictingthe output. In contrast,PCA followed by linear regressionusesa subspacehat is
determinedsolelyby theinput. Generatire modelsarepotentiallymuchmoreeffective thandiscriminative
models. By accountingfor all input data,a generatre model can help solve one problem(e.g., face
detection)y solvinganotheyrelatedproblem(e.g., identifying a foregroundobstructionthatcanexplain
why only partof afaceis visible).

Formally, a generatte modelis a probability model, for which the obsered datais an eventin the
samplespace. So, samplingfrom a generatre modelgenerates sampleof possibleobsened data. A

generatre modelis agood t to thetrainingdata,if thetraining datahashigh probability However, our
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goalisnotonlyto nd amodelthatisthebestt, butto nd amodelthat ts thedatawell andis consistent
with our prior knowledge.For example,in amodelof avideo sequenceye might constructa setof state
variabledor eachtime stepandrequirethatthe stateattime beindependentf thestateattime :

giventhestateattime . Graphicalmodelsprovide away to specifysuchstructuralprior knowledge.

3 Graphical Models and ReasoningUnder Uncertainty

Graphicalmodelsdescribethe topology (in the senseof dependencies)f the component®f a comple

probability model, clarify assumptionsboutthe representationand leadto algorithmsthat make use
of the topologyto achiese exponentialspeed-upsWhen constructinga complex probability model,we

arefacedwith the following challengesEnsuringthatthe modelre ects our prior knowledge;Deriving

ef cient algorithmsfor inferenceandlearning;Translatinghe modelto a differentform; Communicating
themodelto otherresearcherandusers.Graphicalmodelsovercomethesechallengesn a wide variety
of situations. After commentingon eachof theseissueswe brie y review 3 kinds of graphicalmodel:

Bayesiametworks (BNs), Markov random elds (MRFs),andfactorgraphs(FGs). For amoreextensve

treatmentseg[4,9,28,29,36].

Prior knowledgeusuallyincludesstrongbeliefsaboutthe existenceof hiddenrandomvariablegRVs)
andtherelationshipdetweerRVs in the system.This notionof “modularity” is a centralaspecof graph-
ical models.In a graphicalmodel,the existenceof a relationshipis depictedby a paththatconnectghe
two RVs. Probabilisticinferencein a probabilitymodelcan,in principle,be carriedout usingBayesrule.
However, for the complex probability modelsthat accuratelydescribea visual scene direct application
of Bayesrule leadsto anintractablenumberof computationsA graphicalmodelsidenti es the modules
in the systemand canbe usedto derive algorithmsthat make useof this modularstructureto achieve
exponentialspeedupscomparedio direct applicationof Bayesrule. In a complex probability model,
computationainferenceandinterpretationusuallybene t from judiciously groupingsof RVs andthese
clustersshouldtake into accountdependencielsetweerRVs. Othertypesof usefultransformationnclude
splitting RVs, eliminating(integratingover) RVs, andconditioningon RVs. By examiningthe graph,we
canoften easilyidentify transformationstepsthatwill leadto simplermodelsor modelsthatarebetter
suitedto our goalsandin particularour choiceof inferencealgorithm. For example,we may be ableto
transforma graphicalmodelthat containscyclesto a tree,andthususean exact, but ef cient, inference
algorithm. By examininga pictureof thegraph,aresearcheor usercanquickly identify the dependeng
relationshipsbetweenRVs in the systemandunderstancow the in uence of an RV o ws throughthe

systemto changethe distributionsover otherRVs. Whereasdblock diagramsenableusto ef ciently com-



Figure1: Some of the 300 images used to train the model in Sec. 3.1. Each image was created by randomly
selecting 1 of 7 backgrounds and 1 of 5 foreground objects from the Yale face database, combining them into a
2-layer image, and adding normal noise with std. dev. of 2% of the dynamic range. Each foreground object always
appears in the same location in the image, but different foreground objects appear in different places so that each
pixel in the background is seen in several training images.

municatehow computationsandsignals o w througha system graphicalmodelsenableusto ef ciently

communicatehe dependenciesetweercomponentsn a modularsystem.

3.1 Example: A Model of Foregrounds,Backgroundsand Transparency
The useof probabilitymodelsin vision applicationgs, of course extensve. Here,we introducea model
thatis simpleenoughto studyin detail here,but alsocorrectlyaccountdor animportanteffectin vision:
occlusion.Fig. 1 illustratesthetrainingdata. The goalof themodelis to separatéhe 5 foregroundobjects
andthe 7 backgroundscenedn theseimages. This is animportantproblemin vision that hasbroad
applicability. For example by identifyingwhich pixelsbelongto thebackgroundit is possibleto improve
the performanceof a foregroundobjectclassi er, sinceerrorsmadeby noisein the backgroundwill be
avoided.

The occlusionmodelexplainsaninputimage,with pixel intensities , asa compositionof a

foregroundimageanda backgroundmage(c.f. [1]), andeachof theseimagesis selectedrom a library



of possibleimages(a mixture model). Although separatdibrariescanbe usedfor the foregroundand
backgroundfor notationalsimplicity, we assumethey sharea commonimagelibrary. The generatre

processs illustratedin Fig. 2a. To begin with, a foregroundimageis randomlyselectedrom thelibrary

by choosingheclassindex from thedistribution, . Then,dependingntheclassof theforeground,
a binary mask : is randomlychosen. indicatesthatpixel isa
foregroundpixel, whereas indicateghatpixel isabackgroundgixel. Thedistributionovermask

RVs dependson the foregroundclass,sincethe maskmust“cut out” the foregroundobject. However,
giventheforegroundclass the maskRVs arechosenndependently: . Next, the
classof thebackground, , israndomlychoserfrom . Finally, theintensityof the pixels

in theimageareselectedndependentlygiventhe mask,the classof the foreground,andthe classof the

background: . Thejoint distribution is givenby thefollowing product
of distributions:

(1)
In thisequation canbefurtherfactorizedoy noticingthatif theclassis givenby the
RV , andif theclasgsgivenbytheRV . So,wecanwrite ,
where and arethe distributionsover the th pixel intensity given by the foregroundand

backgroundrespectiely. Thesedistributions accountfor the dependencef the pixel intensity on the

mixtureindex, aswell asindependentbsenationnoise.Thejoint distribution canthusbe written:

(2)

In comparisorwith (1), this factorizationreduceghe numberof argumentsn someof thefactors.

For representationaindcomputationaéf ciency, it is oftenusefulto specifyamodelusingparametric
distributions. Given a foregroundor backgroundclassindex , we assume is equalto plus zero-
meanGaussiamoisewith variance . Thisnoiseaccountdor distortionsthatarenotexplicitly modeled,
suchassensomoiseand uctuations in illumination. If a Gaussiarmodelof thesenoisesourcess too
inaccurateextra hiddenRVs canbe addedto bettermodelthe noise,asdescribedn Sec.4. Notethatin
the above parameterizatiorthe foregroundandbackgroundmagesare selectedrom the samelibrary?.

Denotetheprobabilityof class by , andlettheprobabilitythat giventhattheforegroundclass

Lf it is desirablethat the foregroundand backgroundmagescomefrom separatdibraries, the classRvVs  and canbe
constrainede.g., sothat , ,inwhichcasethe rst  imagesn thelibrary areforeground
imagesandthenext imagesarebackgroundmages.



is ,be . Sincetheprobabilitythat is , we have . Using

theseparametridorms,thejoint distributionis

®3)

where is thenormaldensityfunctionon with mean andvariance . An equivalentformis
, Where
herethe maskRVs “screen”the meanandvarianceof the Gaussians.
In the remaindetrof this review paper the abore occlusionmodelis usedasan example. Oneof the
appealof generatie modelsis in their modularityandthe easewith which they canbe extendedo cope
with morecomplex data.In Sec.4, we describeextensionsf theocclusionmodelthatenablét to account

for motion,objectdeformationsandobject-speci cchangesn illumination.

3.2 BayesianNetwork (BN) for the OcclusionModel
A Bayesiametwork(BN) [4,29,36]for RVs is adirectedagyclic graph(nodirectedcycles)on
the setof RVs, alongwith oneconditionalprobability functionfor eachRV givenits parents, ,
where s the setof indicesof 's parents. The joint distribution is given by the productof all the
conditionalprobability functions:

Fig. 2b shavs the BN for the occlusionmodelin (1), with pixels. By groupingthe maskRVs
togethemmandthepixelstogetherwe obtaintheBN shovnin Fig. 2c. Here, isarealvector
and is abinaryvector . Althoughthis graphis simplerthanthe graphin Fig. 2b, it
is alsolessexplicit aboutconditionalindependencieamongpixelsandmaskRVs.

The graphindicatesconditionalindependenciessdescribedn [9, 36]. In a BN, observinga child
inducesa dependencbetweents parents Here,the BN indicatesthat and aredependengiven and

, eventhoughthey arenot (observing decouples and ). ThisdemonstratethatBNs arenotgoodat

indicatingconditionalindependence-owever, theBN indicateshat and aremamginally independent,

demonstratinghatBNs aregoodat indicatingmaginal independence.

3.3 Mark ov RandomField (MRF) for the OcclusionModel
A Markov RandomField (MRF) [4,29,36] for RVs is anundirectedgraphon the setof RVSs,
alongwith onepotentialfunctionfor eachmaximalclique, , Where isthesetof indicesof the

RVsin the th maximalclique. Thejoint distributionis givenby the productof all the potentialfunctions,
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Figure?2: (a) A generative process that explains an image as a composition of the image of a foreground object
with the image of the background, using a transparency map, or mask. The foreground and background are each
selected stochastically from a library, and the generation of the mask depends on the foreground that was selected.
We refer to this model as the occlusion model. (b) A BN for an occlusion model with 3 pixels, where s the index of
the foreground image, is the index of the background image, is a binary mask RV that speci es whether pixel

is from the foreground image ( ) or the background image ( ). (c) A simpler, but less explicit, BN is
obtained by grouping the mask RVs together and the pixels together. (d) An MRF for the occlusion model. (e) An
MRF corresponding to the BN in (c). (f) An FG for the occlusion model. (g) A directed FG expressing all properties
of the BN in (c) and the MRF in (e).

divided by a normalizingconstant, , called the partition function — , Where

. A cliqueis afully connectegubgraphanda maximalcliqueis aclique

thatcannotbe madelarger while still beinga clique. For brevity, we usethe term“clique” to referto a
maximalclique,e.g., the potentialson maximalcliquesareusuallycalledclique potentials

The above factorizationof the joint distribution is similar to the factorizationfor the BN, whereeach

conditional probability function can be viewed as a clique potential. However, thereis an important

difference:ln a BN, the conditionalprobability functionsareindividually normalizedwith respecto the



child, sothe productof conditionalprobabilitiesis automaticallynormalized and

An MRF for theocclusionmodelis shovn in Fig. 2d andtheversionwherethe maskRVs aregrouped
andthe pixels are groupedis shovn in Fig. 2e. Note thatthe MRF includesan edgefrom to , in-
dicating they are dependenteven thoughthey arenot. This demonstrateshat MRFs are not good at
indicatingmaiginal independencelHowever, the MRF indicates and areindependengiven and ,

demonstratinghatMRFsaregoodatindicatingconditionalindependence.

3.4 Factor Graph (FG) for the OcclusionModel

Factorgraphg(FGs)[9, 28] subsuméBNs andMRFs. Any BN or MRF canbeeasilycorvertedto anFG,
withoutlossof information. Further thereexists modelsthathave independenceelationshipghatcannot
be expressedn a BN or an MRF, but thatcanbe expressedn anFG [9]. Also, belief propagatiortakes
on asimpleform in FGs,sothatinferencein both BNs and MRFs canbe simpli ed to a single,uni ed
inferencealgorithm.

A factorgraph(FG)for RVs andlocal functions , Isabipartitegraph
on the setof RVs and a setof nodescorrespondingo the functions, where eachfunction node is
connectedo theRVsinitsagument . Thejoint distributionis givenby the productof all thefunctions:

— . In fact, if the FG is a directedgraph,asdescribedoelon. Otherwise
ensureghe distribution is normalized. Note that the local functionsmay be positive potentials,asin
MRFs,or conditionalprobability functions,asin BNs.

Fig. 2f shovsanFG for theocclusionmodel.lt is moreexplicit aboutthefactorizationof thedistribu-
tion, thanBNs andMRFs. As with BNs andMRFs, we cangroupvariablesto obtaina simplerFG. Also,
we canindicateconditionaldistributionsin an FG usingdirectededges,n which case . Fig. 29
shavs sucha directedFG for the modelwith variablesgroupedogether This FG expressesll properties
of the BN andMRF. As describedn [9], all independenciethatcanbe expressedn BNs andMRFscan
be expressedn FGs. Here,the directedFG indicatesthat and areindependenfexpressedy the BN
but notthe MRF), andit indicateghat and areindependengiven and (expressedy the MRF but
not the BN). Anotheradvantageof FGsis thatbecausehey explicitly identify functions,they provide a

usefulgraphfor message-passiraggorithms suchasbelief propagation.

3.5 Converting BetweenFGs,BNsand MRFs

BNs andMRFsrepresentifferentindependenceropertiesput FGscanrepresentll the propertieshat

BNsandMRFscanrepresent.



A BN canbecorvertedto anFG by “pinning” theedgesarriving ateachvariabletogethermandcreating
afunctionnodeassociatedvith theconditionaldistribution. Directededgesareusedto indicatetheparent-
child relationship,asshown in Fig. 2h. A directedFG canbe convertedto to a BN by “unpinning” each
functionnode.An MRF canbecorvertedto anFG by creatingonefunctionnodefor eachmaximalclique,
connectinghefunctionnodeto the variablesn the maximalclique,andsettingthe functionto the clique
potential. An FG canbe cornvertedto an MRF by creatinga maximalclique for eachfunctionnode,and
settingthe clique potentialto thefunction.

In fact,if aBN is corvertedto a directedFG andbackagain,the sameBN is obtained.Similarly, if
an MRF is corvertedto an FG andbackagain,the sameMRF is obtained. Consequentlythe rulesfor
determiningconditionalindependencen BNs andMRFsmaplosslessiyto FGs,i.e., FGscanexpressall
conditionalindependenciethatBNs andMRFs canexpress.Thecorverseis nottrue: ThereareFGsthat
expressndependenciethatcannotbe expressedn aBN or anMRF, e.g., the FGin Fig. 2g. It is alsothe
casethatmultiple FGsmaybe corvertedto thesameBN or MRF —aconsequencef thefactthatFGsare
moreexplicit aboutfactorization.

Anotherwayto intercorvertbetweerrepresentationis to expandthegraphto includeextraedgesand

extravariablegc.f. [40]).

4 Building Complex Models Using Modularity

We adwocatethe useof graphicalmodels,becausehey provide a way to link simplermodelstogetherin
a principledfashionthatrespectghe rulesof probabilitytheory Laterin this paperwe review the latest
techniquedor inferenceandlearningandderive algorithmsfor the occlusionmodel. Fig. 3 shovs how
the occlusionmodel can be usedas a modulein an extendedmodelthat accountsfor changingobject
positions,deformationspbjectocclusion,andchangesn illumination. The gure shovsaBN, wherethe
appearancandmaskvectorRVs areshavn asimagesandthe brightnessdeformationandpositionRVs
areshown pictorially. After inferenceandlearning,thevideoframeis automaticalljdecomposethto the
partsshavn in the BN. In previous paperswe describeef cient techniquedor inferenceandlearningin
modelsthat accountfor changesn objectlocations[10, 13]; changesn appearancesf moving objects
usinga subspacenodel[11]; commonmotion patterns[12, 25]; spatialdeformationsn objectappear
ance[26]; layeredmodelsof moving, occludingobjectsin 3-D sceneg22]; subspacenodelsof moving,
occludingobjectsn 3-D scene$l4]; andthe“epitome” of texturalcomponentf objectappearancg?4].
Sinceeachof the above effectsis modeledin a principledfashion,an inferenceandlearningalgorithm
in a combinedmodel, like the one showvn abore, canbe obtainedby linking togetherthe modulesand

associatealgorithms,asdescribedn [23].



Learned means of appearance and mask images
A

— o~
Front layer Background layer

Bright Bright Bright Bright
: Deform = : Deform = : Deform = : Deform
G»S 2« v ;»S 2« \ v»s 2« v V»S 2« L
Position Position Position Position

s ' /J\ s

I £~

Hidden appearances, masks,
brightness variables, deformation
variables, and position variables
combine to explain the input

Figure 3: Simple probability models can be combined in a principled way to build a more complex model that can
be learned from training data. Here, after the model parameters (some shown in the top row of pictures) are learned
from the input video, the model explains a particular video frame as a composition of 4 “card-board cutouts”, each of
which is decomposed into appearance, transparency (mask), position, brightness and deformation (which accounts
for the gait of the walking person).

5 ParameterizedModels and the Exponential Family

Sofar, we have studiedgraphicalmodelsasrepresentationsf structuredorobabilitymodelsfor computer
vision. We now turnto thegeneralproblemof how to learnthesemodelsfrom training data.For the pur-

poseof learning,it is oftenconvenientto expressthe conditionaldistributionsor potentialsin a graphical
modelasparameterizetlunctions.Choosingheformsof the parameterizefunctionsusuallyrestrictsthe
modelclass but canmake computationgasier For example,Sec.3.1shavs how we canparameterizéhe

conditionalprobability functionsin theocclusionmodel.

5.1 ParametersasRVs
Usually, the model parametersre not known exactly, but we have prior knowledgeand experimental

resultsthat provide evidencefor plausiblevaluesof the modelparametersinterpretingthe parameteras
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RVs, we canincludethemin the conditionaldistributionsor potentialsthat specifythe graphicalmodel,
andencodeour prior knowledgein theform of a distribution overthe parameters.
Includingthe parameterasRVs in theocclusionmodel,we obtainthefollowing conditionaldistribu-
tions: : : :
: . We obtaina simplermodel(but
onethatis lessspeci ¢ aboutindependencieshy clusteringthe maskRVs, the pixels, the mask pa-

rameters andthe pixel meansand variances. The resultingconditionaldistributions are ,

Sincewe areinterpretingtheparameterasRVs, we mustspecifyadistributionfor them.Generallythe
distribution over parametergsanbe quite comple, but simplifying assumptionsanbe madefor the sale
of computationakxpedieng, asdescribein later sections.For now, we assumehat

. TheBN for this parameterizedhodelis shovn in Fig. 4a,andthejoint distribution

overRVs andparameters

5.2 Intr oducing Training Data
Trainingdatacanbeusedto infer plausiblecon gurationsof the modelparametersWe imaginethatthere
is asettingof the parameterghatproducedhetrainingdata.However, sincewe only seethetrainingdata,
therewill bemary settingsof the parameterghataregoodmatchego thetrainingdata,sothebestwe can
dois computeadistribution over the parameters.

DenotethehiddenRVs by andthevisible Rvs by . ThehiddenRVs canbedividedinto the param-
eters,denotedby , andonesetof hiddenRVs , for eachof thetrainingcases, . So,

. Similarly, thereis onesetof visible RVs for eachtraining case:

Assumingthetrainingcasesareindependenandidenticallydrawn (i.i.d.), thedistribution overall visible

RVs andhiddenRVs (including parametersis

is the parameteprior and is thelikelihood. In the occlusionmodeldescribed
above,we have , ,and . TheBN for i.i.d. trainingcases

is shavnin Fig. 4b.
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Figure4: (a) The parameter sets , , and can be included in the BN as RVs. (b) For a training set with ~ i.i.d.
cases, these parameters are shared across all training cases. (c) If the training cases are time-series data (e.g. a
video sequence), we may create one parameter set for each time instance, but require the parameters to change
slowly over time. (d) Generally, undirected graphical models must include a normalization function , which
makes inference of the parameters more dif cult. Viewing the occlusion model as a member of the exponential
family, we can draw an undirected FG, which includes the function, . (e) When the parameters specify
conditional distributions, factorizes into local terms, leading to a representation that is equivalent to the one in

(a).

Whenthe training casesconsistof time-seriedata(suchasa video sequence)the parametersften
can be thoughtof as RVs that changeslowly over time. Fig. 4c shavs the abose model, wherethere
is a differentsetof parametergor eachtraining case,but wherewe assumehe parametersre coupled
acrosdime. Using to denotethetraining caseattime , thefollowing distributionscouple
theparameterscrosgime: : : : . Theuncertainty
in thesedistributionsspeci eshow quickly the parametergan changeover time. Sucha modelcanbe
viewed asthe basisfor on-line learningalgorithms. For simplicity, in this paper we assumehe model

parameterare x edfor theentiretrainingset.
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5.3 The Exponential Family

It canbe helpful to formulatea modelasa memberof the exponentialfamily of distributions[2], which

have the following parameterization: , Where is the
parameterector and is the th sufcient statisticof the variables, . Thesufcient statisticsof
containall theinformationthatis neededo determinethe probability or probability densityof . is

the partitionfunction,which senesto normalize

By expressingmodelsin exponentialfamily form, we obtaina simplerelationshipbetweenthe dis-
tribution for onetraining caseandthe distribution for an entiretraining set. Let be the hiddenand
visible variablesfor the th trainingcase.Then andthelikelihood
for the entiretraining setis . Noticethatthe
sufcient statisticsfor the entiretraining setare given by summingthe sufcient statisticsover training
cases.

To put the occlusionmodelin exponentialfamily form, notethatthe sufcient statisticsfor a normal

densityon are and . Thereadeicancon rm thatthejoint distributioncanbewritten

, Wherecurly bracesdentify thesufcient statisticsandsquarebracesndicatelver-

son's notation: if is true,and if is false.
Modular structurein membersof the exponentialfamily ariseswhen eachsufcient statistic

dependson a subsetof RVs with indices . Then,we have
Since factorizesinto a productof local functions,we canexpress usinga graphicalmodel,
e.g. aFG.Whenconstructinghe FG, we cancreateonefunctionnodefor eachsufcient statistic and
createonevariablenodefor eachparameter , but a moresuccinctgraphis obtainedby groupingrelated
sufcient statisticstogetherandgroupingtheir correspondingparametersogether For example,Fig. 4d

shavs a FG for theexponentialfamily representatioof the occlusionmodel,wherewe have madegroups

of 's, 's, 'sand 's.Notethatthe FG mustincludethe normalizingfunction

Generally computing requiressummingor integratingover , which may beintractable.How-
ever, if the exponentialfamily parameterizatiorcorrespondgo a BN, the sufcient statisticscan be
groupedsothateachgroupde nesa conditionaldistributionin the BN. In this case, simplies toa

productof local partitionfunctions,whereeachlocal partitionfunctionensureshatthecorrespondingon-
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ditional distribution is normalized.In the abose examplethe normalizationconstant@associatedvith the

conditionaldistributionsfor , , and areuncoupledsowe canwrite ,
where,e.g., . Fig. 4eshavs the FGin this casewhich hasthe samestructureasthe
BN in Fig. 4a.

5.4 Uniform and Conjugate Parameter Priors
Parametepriors encodethe costof speci ¢ con gurationsof the parametergound during learning. To
simplify inferenceandlearningalgorithms,the uniform prior is oftenused,where . Then,
, andthedependencef the parametersn the datais determinedsolely by
thelikelihood,which often hasa tractableform. In fact,a uniform prior is not uniform undera different
parameterization.Also, the uniform densityfor real numbersdoesnot exist, so the uniform prior is
improper. However, thesefactsareoftenignoredfor computationakxpedieng. It is worthwhileto note
that the useof a uniform parameteprior is justi ed whenthe amountof training datais large relatve
to the maximummodelcomplexity, sincein this casethe prior will have little effect on the model. One
exceptionis zerosin the prior, which cannever be overcomeby data,but suchhard constraintscanbe
incorporatedn thelearningalgorithm,e.g., usingLagrangamultipliers.
Assuminga uniform prior for all parametersn the occlusionmodel, the joint distribution over RVs

andparameterss

(4)

Note that when using uniform priors, parameterconstraintssuchas , mustbe taken into
accountduringinferenceandlearning.

The conjugateprior offersthe samecomputationahdvantageasthe uniform prior, but allows speci-
cation of strongermrior knowledgeandis alsoa properprior. Theideais to choosea prior thathasthe
sameform asthe likelihood,so the prior canbe thoughtof asthe likelihoodof fake, userspeci ed data.
Thejoint distribution over parameterandRVs is givenby thelik elihoodof boththerealdataandthefake
data. For memberof the exponentialfamily, thefake trainingdatatakesthe form of extra, userspeci ed
termsaddedo eachsufcient statistic,e.g., extra countsaddedor BernoulliRVs.

In the occlusionmodel,we might imaginethatbeforeseeingary training data,we obsenre a total of

examplesfrom imageclass . It follows thatthe lik elihoodof the fake datafor parameter
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is . The conjugateprior for is thus if and

otherwise. This is the Dirichlet distribution, so is calleda Dirichlet prior. The conjugate
prior for themeanof aGaussiamlistributionis a Gaussiarmlistribution,becaus¢heRV andits meanappear
symmetricallyin the densityfunctionfor a Gaussian.The conjugateprior for the inversevariance of
a Gaussiardistributionis a Gammadistribution. To seethis, imaginefake dataconsistingof examples
wherethe squareddifferencebetweenthe RV andits meanis . Thelikelihoodfor this fake datais
proportionato . ThisisaGammadistributionin  with mean
andvariance . Settingtheprior for to beproportionatto thislikelihood,we seethat

the conjugateprior for theinversevariances the Gammadistribution.

6 Algorithms for Infer enceand Learning

Oncea generatre model describingthe imagerenderingprocesshasbeenspeci ed, vision consistsof
inferencein thegeneratre model.In themodelshavn in Fig. 4b, for trainingimages , vision
consistsof inferring the setof meanimagesandvariancemaps, , , the mixing proportions , the set
of binary maskprobabilitiesfor every foregroundclass, , and,for every training case the classof the
foregroundimage, , the classof the backgroundmage, , andthe binary maskusedto combinethese
images, .

Exactinferences oftenintractable sowe turn to approximatealgorithmsthattry to nd distributions
thatarecloseto thecorrectposteriordistribution. Thisis accomplishetby minimizing pseudo-distances
distributions,called“free enegies”. (For analternatve view, see[38].) It is interestinghatin the 1800,
Helmholtzwasoneof the rst researchert proposethatvision is inferencein a generatre model,and
thatnatureseeksorrectprobabilitydistributionsin physicalsystem$y minimizingfreeenepgy. Although
thereis norecordthatHelmholtzsawv thatthe brainmight performvision by minimizing afreeenepgy, we
cant helpbut wonderif he ponderedhis.

As presentedh thistutorial paper parameterandRVs arebothconsideredo beRVs. Inferencealgo-
rithmsfor RVs andparameteralike make useof the conditionalindependenceelationshipspeci ed by
thegraphicalmodel.For example,it is possibleto describegraph-base@ropagatioralgorithmsfor updat-
ing distributionsover parameter§l8]. OnedifferencebetweerparameterandRVs is thatthe parameters
areconstantacrossall trainingcasedor i.i.d. data,or changeslowly acrosgime in time-serieslata,such
asvideos. This differenceleadsto the terminologywherebywe refer to inferenceof modelparameters
asmadinelearning, or justlearning It is oftenimportantto treatparameterandRVs differentlyduring

inference.WhereasachRV playsarolein asingletraining case the parameteraresharedacrossmary
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training cases.So, the parametersareimpactedby more evidencethanRVs andare often pinneddown
moretightly by the data. This obsenationbecomeselevantwhenwe studyapproximatanferencetech-
niquesthatobtainpoint estimate®f the parameterssuchasthe expectationmaximizationalgorithm[6].
Generally however, the parameter®f a modelcanbe inferredusingary suitableprobabilisticinference
algorithm,andin particularthe onesdescribedn this review paper

We now turn to the generalproblemof inferring the valuesof unobsered (hidden)RVs, giventhe
valuesof theobsenred(visible) RVs. As above,denotethehiddenRVs by andthevisibleRVs by . The
hiddenRVs canusuallybe dividedinto the parametersjenotedoy , andonesetof hiddenRvVs , for
eachof thetraining cases . So, . Similarly, thereis onesetof visible
RVs for eachtraining case: . Assumingthe training casesarei.i.d., the distribution

overall hiddenandyvisible RVs canbewritten

(5)

In the occlusionmodel,we have , , and
Exactinferenceconsistof computingestimate®r makingdecisiondasedntheposteriodistribution

overall hiddenRVs (includingthe parameters), . FromBayesrule,

wherewe usethe notation  to includesummingover discretehiddenRVs. The denominatosenesto

normalizethe distribution over . For varioustypesof inferenceand variousinferencealgorithms,we

needonly afunctionthatis proportionalto the posteriordistribution. In thesecases sufces, since
w.rt.
Note thatin the caseof a graphicalmodel, is equalto the eitherthe productof the conditional

distributions,or the productof the potentialfunctions,divided by the partitionfunction.

6.1 Partition Functions Complicate Learning

For undirectedyraphicaimodelsandgeneramemberof theexponentialfamily, thejoint distribution over
variablesand parameterss given by — . The log-probabilityis

. Whenadjustinga particularparameterthe sumof log-potentialsicely isolates
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thein uence to thosepotentialshatdependon the parameterbut the partitionfunction makesall param-
etersinterdependeniGenerallyasshavnin Fig. 4d, inducesdependencieketweerall parameters.
Since , exactly determiningthe in uence of a parametechangeon the partition
functionis generallycomputationallyintractable.In fact, determiningthis in uence canalsobe viewed
asa problemof approximateinference,sincethe partition function is the completemarginalization of
. So, mary of the techniquesliscussedn this papercanbe usedto approximatelydetermine
theeffect of the partitionfunction(e.g., Gibbssampling[21]). Therearealsolearningtechniqueshatare
speci cally aimedat undirectedgraphicalmodels suchasiterative proportional tting [4].
For directedmodels the partitionfunctionfactorizesnto local partitionfunctions(c.f. Fig. 4e),sothe

parametersanbedirectly inferredusingthetechniqueslescribedn this paper

6.2 Model Selection

In mary situationssomeaspect®f themodelstructureareknown, but othersarenot. For example for the
occlusionmodel,we maybe con dent thatthe BN in Fig. 4b correctlyrepresentslependenciebetween
variablesput we maynotbecertainaboutthe numberof classes, . In thesesituationsunknavn structure
canbe representedsa hiddenRV, sothatinferenceof this hiddenRV correspondso Bayesianmodel
selection[19,30]. For example,the BN in Fig. 4b canbe modi ed to includeanRV, , whosechildren
areall of the and variablesandwhere limits the rangeof the classindices.Givenatrainingset,the
posteriorover revealshow probablethe differentmodelsare. Whenmodelstructureis representeth

this way, properpriorsshouldbe speci edfor all modelparameterssothatthe probability densityof the
extra parametersieededn morecomple« modelsis properlyaccountedor. For anexampleof Bayesian

learningof in nite mixturemodels,seg[33].

6.3 Numerical Issues

Many of the algorithmsdiscussedn this paperinvolve computingexpressionf the form
(sometimeswith ), wherethenumberof termsin theproductcanbe quitelarge. To avoid numerical
under ow, it is commonto work in thelog-domain.Denotingthe log-domainvalueof a variableby “ ”,
compute . If isneededset . However, it shouldbekeptin mindthatif isa
large negative number mayunder ow andbesetto . This problemcanbe avoidedwhencomputinga
normalizedsetof 's,e.g., probabilities.Suppose is thelog-domainvalueof theunnormalizedsersion
of . Sincethe 'saretobenormalizedwe arefreeto addaconstanto the 'storaisethemto alevel

wherenumericalunder ow will not occurwhentaking exponentials.Computing andthen
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setting , Will ensurethat , i.e,, thatatleaston of the 'swill notunder ow when
takingits exponential. Next, computethe log-normalizingconstant, . The previous
stepensureghatthe sumin this expressiorwill producea strictly positive numbeyravoiding . Finally,
the ‘'sarenormalized, , and,if neededthe ‘'sarecomputed, . In somecases,
notablywhencomputingjoint probabilitiesof RVs andobsenationsusingthe sum-producalgorithm,we
needto computethe unnormalizedsum , Whereeach is sosmallthatit is storedin its log-
domainform, . Theabose methodcanbeusedbut mustbeaddedbackin to retaintheunnormalized

form. First,compute andthenset

6.4 ExactInferencein the OcclusionModel
We considertwo casesExactinferencewhenthe modelparameterareknown, andexactinferencewhen
the model parametersare unknovn. Whenthe model parametersare known, the distribution over the
foregroundclass backgrounctlass,andmaskRVs is proportionalto thejoint distribution givenin (3).
and eachtake on valuesandthereare binary maskRVs, sothetotal numberof con gurationsof

, and is . For moderatanodelsizes,evenif we cancomputethe posterior we cannotstorethe
posteriomprobability of every con guration.

However, from the BN in Fig. 2b, we seethat is independenbf ,given , and (the

Markov blanketof ). Thus,we representhe posteriordistribution asfollows:

In this form, the posteriorcanbe storedusing numbers for andfor eachcon guration
of and , numbersfor the probabilities , , giving a total storagere-
guirementof numbers.Using the fact that

andsubstitutingthe de nitions of the conditionaldis-

tributions,we have

Note thatwe needonly store , since ). For

°Here, we use to indicatethe numberof scalarmemoryelementsor binary scalaroperationsup to a constantand
leaving outtermsthatareusuallyminor.
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each andeachcon gurationof and , this canbe computedandnormalizedusinga small
numberof multiply-adds.Thetotal numberof multiply-addsneededo compute for all
is

canbecomputedasfollows:

For eachvalueof and , this canbe computedusing multiply-adds.Onceit is computedor all

combination®of and , theresultis normalizedto give . Thetotal numberof multiply-adds
neededo compute is . Combiningthis with the above technique the exact posterior
over , and canbecomputedn multiply-addsandstoredin numbers.

Whenthe parametersre not known, we mustinfer the distribution over them, aswell asthe RVs.
Assuminga uniform parameteiprior, the posteriordistribution over parameterand hiddenRVs in the
occlusionmodel of Fig. 4b is proportionalto the joint distribution givenin (4). This posteriorcanbe
thoughtof asa very large mixture model. Thereare discretecon gurationsof the classRVs and
the maskRVs andfor eachcon guration, thereis a distribution over the real-valuedparametersin each
mixture componentthe classprobabilitiesare Dirichlet-distributedandthe maskprobabilitiesare Beta-
distributed.(TheBetapdfis the Dirichlet pdf whenthereis only onefree paramete} Thepixel meansand
variancesarecoupledn theposteriorbut giventhevariancesthemeansarenormallydistributedandgiven
the means the inversevariancesare Gamma-distrilited. If the training datais processedequentially
whereonetrainingcaseis absorbedt atime, the mixture posteriorcanbe updatedasshovn in [5].

Evenfor this quite simpleexample,the exactposterioris intractable becauseéhe numberof posterior
mixture componentss exponentialin the numberof training casesandthe posteriordistribution over the
pixel meansandvariancesare coupled.In the remainderof this paper we describea variety of approxi-
mateinferenceechniquesnddiscussadvantagesnddisadwantage®f eachapproachBeforediscussing

approximationsye discussracticalwaysof interpretingtheresultsof inference.

19



6.5 Approximate InferenceasMinimizing FreeEnergies
Usually, the above techniquescannotbe applieddirectly to , becausehis distribution cannotbe
computedn atractablemanner So,we mustturnto variousapproximations.

Many approximateinferencetechniquescan be viewed as minimizing a costfunction called “free
enegy” [35], which measureshe accurag of an approximateprobability distribution. Theseinclude
iterative conditionalmodes[3], the expectationmaximization(EM) algorithm[6, 35], variationaltech-
niques[27,35] structuredvariationaltechnique$27], Gibbssampling[34] andthe sum-producalgorithm
(a.k.a.loopy belief propagation]28,36].

Theideais to approximatehetrue posteriordistribution by asimplerdistribution , which
is thenusedfor making decisions,computingestimatessummarizingthe data,etc. Here,approximate
inferenceconsistsof searchingor the distribution thatis closestto . A naturalchoicefor

a measureof similarity betweenthe two distributionsis the relative entropy (a.k.a. Kullback-Leibler

divergence):

Thisis adivergencenotadistancepecausd is notsymmetric: . However,

is similarto adistancen that , and if andonly if theapproximatinglistribution
exactly matcheghetrue posterior . Thereasonwe use andnot is that

the former computeshe expectationw.r.t. the simpledistribution, , whereashe latter computeshe

expectationw.r.t. , whichis generallyvery comple®.

Approximateinferencetechniguesanbe derived by examiningwaysof searchingor , to mini-
mize . In fact,directly computing is usuallyintractable becausét depend®n
If we alreadyhave a tractableform for to insertinto the expressionfor , We probably
don't have aneedfor approximatenference Fortunately canbemodi ed in awaythatdoesnot
alterthe structureof the searchspaceof , but makescomputationgdractable.If we subtract
from , Wwe obtain

— (6)
3For exampleif then . Underthe constraint
, theminimum of is givenby . However, computing is anNP-hardproblem,

sominimizing is alsoanNP-hardproblem.
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Notice that doesnot dependon , SO subtracting will notin uence the searchfor
. For BNs anddirectedFGs,we do have a tractableexpressionfor , hamelythe productof
conditionaldistributions.

If we interpret asthe enegy function of a physicalsystemand asa distribution
over the stateof the systemthen is equalto the averageenegy minusthe entropy. In statistical
physics,this quantityis calledthe freeenegy of the system(a.k.a.,Gibbsfreeenegy or Helmholtzfree
enegy). Naturetendsto minimizefreeenegies,which correspondso nding theequilibriumBoltzmann
distribution of the physicalsystem.

Anotherwayto derivethefreeenengy is by usingJensersinequalityto boundthelog-probabilityof the
visible RVs. Jensersinequalitystateghataconcaefunctionof acornvex combinatiorof pointsin avector
spaces greatertthanor equalto the corvex combinationof the concae functionappliedto the points. To
boundthe log-probability of the visible RVs, , We usean arbitrarydistribution

(asetof corvex weights)to obtaina corvex combinationinsidethe concae function:

We seethatthefreeenegy is anupperboundonthenegativelog-probabilityof thevisible RVs:
. Thiscanalsobe seenby notingthat in (6).
Free energy for i.i.d. training cases
From(5), for atrainingsetof i.i.d. trainingcasewith hiddenRVs andvisible

RVs , we have . Thefreeenepgy is

(7)

Thedecompositioof  into asumof onetermfor eachtrainingcasesimpli es learning.

Exact inference revisited

The ideaof approximateinferenceis to searchfor in a spaceof modelsthat are simplerthan
thetrue posterior . It is instructive to not assume is simpli ed andderive the minimizer of
. The only constraintwe put on is thatit is normalized: . To accountfor

this constraint,we form a Lagrangianfrom with Lagrangemultiplier andoptimize
W.I.L. : . Settingthis dervative
to andsolvingfor , we nd . S0, minimizing the free enegy
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without any simplifying assumptionsn producesexact inference. The minimum free enegy is
. Theminimumfree enegy is equalto the
negative log-probabilityof thedata.This minimumis achievedwhen
Revisiting exact inference in the occlusion model
In the occlusionmodel,if we allow the approximatingdistribution to be unconstrained,
we nd thatthe minimum free enegy is obtainedwhen . Of
course hothingis gainedcomputationallyby usingthis  -distribution. In thefollowing sectionswe see

how the useof variousapproximatgormsfor leadto tremendouspeed-ups.

6.6 MAP Estimation asMinimizing FreeEnergy

Maximum a posteriori (MAP) estimationsearchegor the mostprobablecon guration of the hidden

RVs giventhe obserned RVs, . For discretehiddenRVs, MAP estimationminimizes usinga
-distribution of the form , Wheresquarebracesndicatelversons notation:
if is true,and if is false. The freeenegy in (6) simpli es to
, 1.e., minimizing is equivalentto maximizing . At
theglobalminimum, is equalto the globalminimum of

For continuoushiddenRVs, the -distribution for a point estimates a Dirac deltafunction centered

at the estimate: . Thefreeenegy in (6) reduceso
,Where istheentropy of theDiracdelta. Thisentrory doesnotdepend
on , sominimizing correspondso searchindor valuesof thatmaximize 4. Two pop-
ulartechniqueshatusepointinferencesareiterative conditionalmodesandthe expectationrmaximization

algorithm.

6.7 Iterati ve Conditional Modes (ICM)
Themainadwantageof thistechniquds thatit is usuallyvery easyto implement.Ilts maindisadwantagds
thatit doesnot take into accountuncertaintiesn the valuesof hiddenRVs, wheninferring the valuesof
otherhiddenRVs. ThiscausedCM to nd poorlocal minima.

The algorithm works by searchingfor a con guration of  that maximizes . The simplest
versionof ICM examineseachhiddenRV  in turn, andsetsthe RV to its MAP value,givenall other

RVs. Sinceall hiddenRVsbut arekeptconstanin thisupdatepnly theRVs in theMarkov blanketof

4In fact, . To seethis, de ne if and otherwise.Then, , which goesto as
. Thisin nite penaltyin is are ection of thefactthatanin nite-precision point-estimatef doesavery poor
job of representingheuncertaintyin  under
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arerelevant. DenotetheseRVs by anddenotethe productof all conditionaldistributionsor potentials

thatdependon by . ICM proceedsasfollows:

Initialization. Pickvaluesfor all hiddenRVs (randomly or cleverly).
ICM Step. Consideroneof thehiddenRVs, . Holding all otherRVs constantset
to its MAP value:

where is thesetof all hiddenRVs otherthan

Repeatfor a xed number of iterations or until convergence.

If is discretethis proceduras straightforvard. If  is continuousandexactoptimizationof  is not
possiblejts currentvaluecanbeusedastheinitial pointfor asearchalgorithm,suchasa Newton method
or agradient-basethethod.

Thefreeenepgy for ICM is thefreeenegy describedabove, for generapointinferences.
ICM in a mixture model: -means clustering

Probably the mostfamousexampleof ICM is -meansclustering The hiddenRVs arethe cluster
centersandtheclasslabelfor every training case.The algorithmiteratesbetweerassigningeachtraining
caseto the closestclustercenter andsettingeachclustercenterequalto the averageof thetrainingcases
assignedo it.
ICM in the occlusion model

Evenwhenthe modelparameterén the occlusionmodelareknown, the computationatostof exact
inferencecanbe ratherhigh. Whenthe numberof clusters is large,examiningall  con gurationsof
theforegroundclassandthe backgroundtlassis computationallyburdensomeFor ICM in the occlusion
model,the -distributionfor theentiretrainingsetis

. Substitutingthis -

distribution andthe -distribution in (4) into the expressionfor the free enegy in (7), we obtainthe
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following:

Thelastterm, ,istheentropy of the -functionsandis constantwv.r.t. the optimization.Intuitively, this
costmeasurethemismatchbetweertheinputimageandtheimageobtainedby combiningtheforeground
andbackgroundmagesusingthe mask.

To minimizethefree enegy with respecto all RVs andparametersye caniteratively solve for each
RV or parameterdy settingthederivativeof to , keepingthe otherRVs andparametersx ed. These
updateanbe appliedin any ordet but sincethe modelparameterslependon valuesof all hiddenRVs,
we rst optimizefor all hiddenRVs, andthenoptimizefor modelparametersi-urthermoresincefor every
obsenation, the classRVs dependon all pixels, whenupdatingthe hiddenRVs, we rst visit the mask
valuesfor all pixelsandthenthe classRVs.

After all parameterandRVs aresetto randonvalues theupdatesreappliedrecursvely, asdescribed
in Fig. 5. To keepnotationsimple,the” ” symbolis droppedandin the updatedor thevariables

and , thetrainingcaseindex is dropped.

6.8 Block ICM and Conjugate Gradients

Oneproblemwith the simpleversionof ICM describedabove is thatat eachstep,after choosinga value
for , informationaboutothervaluesof is discardedimaginea casewhere hasalmostthe
samevalue for two differentvaluesof . ICM will pick onevaluefor , discardingthe factthatthe
othervalueof s equallygood. This problemcanbe partly avoidedby optimizing entire subsetof
insteadof singleelementof . At eachstepof suchablodk ICM method,a tractablesubgraphof the
graphicalmodelis selectedandall RVs in thesubgraprareupdatedo maximize . Often,thiscan
be doneefciently usinga generalizatiorof the Viterbi algorithm(e.g., the max-productalgorithm[28]).
In principle,the max-producalgorithmcanbe usedto optimizeblocksof continuousRVs, butin practice
it is usuallyapplicableonly for blocksof discreteRVs. An exampleof this methodis training HMMs
usingthe Viterbi algorithmto selectthe mostprobablestatesequencefor continuoushiddenRVs, ajoint

optimizer suchasa conjugategradientaminimizercanbeused.
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6.9 The Expectation-Maximization Algorithm
As discussedbove, one problemwith ICM is thatit doesnot accountfor uncertaintyin the valuesof
hiddenRVs. TheEM algorithmaccountgor uncertaintyin someRVs, while performinglCM-lik e updates
for the other RVs. In particular for parameters andremainingRVs , EM obtainspoint
estimatesor andcomputegheexactposteriorovertheotherRVs, given . The -distributionis

. Recallthatfor i.i.d. data, . Given , the
RVs associatewvith differenttrainingcasesareindependentSo,we canusethefollowing factorizedorm

for

In exactEM, norestrictionsareplacedon thedistributions,

Substitutingthe expressiongor and into (6), we obtainthefollowing freeenegy:
EM is aniterative algorithmthatalternateetweemminimizing with respecto the setof distri-
butions in the E step,andminimizing with respecto in theM step.

Whenupdatingthe distribution over the hiddenRVs for training case , theonly constrainton

is that . As describecdearlietr we accountfor this constraintby including a Lagrange
multiplier. Settingthe derivative of to zero and solving for , we obtain the solution,
. Takingthedervative of w.r.t. , weobtain

For parameterghisisasetof equationsThesetwo solutionsgive the EM algorithm:
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Initialization. Choosevaluesfor the parameters, (randomly or cleverly).

E Step. Minimize w.r.t. usingexactinferencepy setting

for eachtrainingcase giventhe parameters andthedata

M Step.Minimize w.r.t. themodelparameters by solving

— — (8)

This is the derivative of the expectedlog-probability of the completedata. For
parametersthis is a systemof  equations.Often, the prior on the parameterss
assumedo be uniform, , iIn which casethe rst termin the above
expressiorvanishes.

Repeatfor a xed number of iterations or until convergence.

In Sec.6.5, we shoved that when , . So, the EM algorithm
alternatedbetweenobtaininga tight lower boundon andthenmaximizingthis boundw.r.t. the
model parameters.This meansthat with eachiteration, the log-probability of the data, , must
increaseor staythesame.

EM in the occlusion model

As with ICM we approximatehedistributionovertheparametersising . Asdescribed
above, in the E stepwe set for eachtraining case,where,as describedn
Sec.6.4, is representedh the form . This distribution is usedin
theM stepto minimizethefreeenegy w.r.t. themodelparameters, . Theresulting

updatesaregivenin Fig. 5, wherewe have droppedthetraining caseindex in the E stepfor brevity, and
theconstant is computedo normalizethe appropriatadistribution. Startingwith randomparameterghe

E andM stepsareiterateduntil corvergenceor for a x ednumberof iterations.

6.10 GeneralizedEM

Theabove derivationof the EM algorithmmakesobvious severalgeneralizationsall of which attemptto

decrease [35]. If is a complex function of the parameters, it may not be possibleto
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Figureb: Inference and learning algorithms for the occlusion model. Iverson's notation is used, where
is true, and if is false. The constant is used to normalize distributions.
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Fig. 5 continued.
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exactly solvefor the thatminimizes in theM step.Instead, canbemodi ed soasto decrease

, €.0., by takinga stepdownhill in the gradientof . Or, if containsmary parametersf
may be that canbe optimizedwith respecto one parametewhile holding the othersconstant.
Althoughdoingthis doesnot solve the systemof equationsit doesdecrease

Anothergeneralizatiorof EM ariseswhenthe posteriordistribution over the hiddenRVs is too com-

plex to performthe exactupdate thatminimizes in the E step.Instead,

thedistribution from the previous E stepcanbe modi ed to decrease . In fact,ICM is a

specialcaseof EM wherein the E step, is decreasetly nding thevalueof thatminimizes
subjectto

6.11 Gibbs Samplingand Monte Carlo Methods

Whenthe exact distribution over all or someof the hiddenRVs cannotbe computed,we mustturn to
approximateinferencefor theseRVs. ICM is easyto implement,but its greedleavesit stuckin local
minimaandits solutionsdo not representhe uncertaintyin the hiddenRVs. In anattemptto circumwvent
thesede ciencies,a Gibbssamplerstochasticallyselectshevalueof  ateachstep,insteadof picking
the MAP valueof

Initialization. Pickvaluesfor all hiddenRVs (randomly or cleverly).
Gibbs Sampling Step. Consideroneof the hiddenRVs, . Holding all otherRVs

constantsample

where arethe RVs in the Markov blanketof and is the productof
all conditionaldistributionsor potentialsthatdependn

Repeatfor a xed number of iterations or until convergence.

Although this is a minor modi cation of ICM, in mary applicationsit is ableto escapepoor local
minima (c.f. [17,21]). Also, the stochasticallychosenvaluesof  canbe monitoredto estimatethe
uncertaintyin  undertheposterior

If  countsthe numberof samplingsteps,then, as , the th con guration of the hidden
RVs is guaranteedo be an unbiasedsamplefrom the exact posterior . In fact, althougha single

Gibbssamplelis notguaranteedlb minimizethefreeenepy, anin nite ensemblef Gibbssamplersloes
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minimize free enepgy, regardlesof theinitial distribution of theensemblelLet be the distribution
over givenbytheensemblef samplesatstep . Supposeve obtaina nenv ensembldy sampling in
eachsampler Then, . Substituting and into (6), we nd
that . So,eachstepof Gibbssamplingbringsthe ensembleloserto thetrue posterior

Generally in a Monte Carlo method,the distribution over is representedy a setof con gura-

tions . Then,the expectedvalueof ary function of the hiddenRVs, , Is approximatedy
- . For example,if  containsbinary (0/1) RVs and aredravn from
, thenby selecting theabove equationgivesan estimateof

Thereare mary approacheso samplingfrom a probability model, but the two generalclassesof
samplersare exact samplersand Markov chain Monte Carlo (MCMC) samplers(c.f. [34]). Whereas
exactsamplergproducea con gurationwith probabilityequalto the probabilityunderthe model, MCMC
samplergproducea sequencef con gurationssuchthatin thelimit thecon gurationis asamplefrom the
model.Gibbssamplingis anexampleof anMCMC technique.

Generally exactsamplersannotbedirectly appliedto complex probability models.Sometimesthey
canbeadaptedo work with complex probabilitymodels put this oftenresultsn asampletthatis toocom-
putationallyinef cient to be of practicaluse. Onenotableexceptionis if the model is described
by aBN, thenasampleof and canbeobtainedby successiely samplingeachRV givenits parents,
startingwith parent-les®Vs and nishing with child-lessRVs. However, sampling with  x edis
generallydif cult, evenin BNs. Also, the above procedurés not possiblein MRFsandundirectedrGs,
becausé¢he parent-childrelationshipghatreveal conditionaldistributionsarenot available.

MCMC techniguesand Gibbs samplingin particularare guaranteedo producesamplesfrom the
probability model only after the memoryof the initial con guration hasvanishedandthe samplerhas
reachecequilibrium. For this reasonthe sampleris oftenallowedto “burnin” beforesamplesareusedto
computeMonte CarloestimatesThis correspond$o discardinghe samplesbtainedearlyon.

Gibbs sampling for EM in the occlusion model

Here, we describea learningalgorithm that usesICM-updatesfor the model parametersput uses
stochastiaupdatedor the RVs. This techniquecanbe viewedasa generalizedEM algorithm,wherethe
E-Stepis approximatedoy a Gibbs sampler Replacingthe MAP RV updatesn ICM with sampling,
we obtainthe algorithmin Fig. 5. The notation indicatesthe expressionon the right shouldbe

normalizedw.r.t. andthen shouldbesampled.
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6.12 Variational Techniquesand the Mean Field Method
A problemwith ICM is thatit doesnot accountfor uncertaintyin ary RVs. EachRV is updatedusing
thecurrentguessesor its neighbors Clearly, a neighborthatis untrustworthy shouldcountfor lesswhen
updatinganRV. If exactEM canbeappliedthenatleasttheexactposteriodistributionis usedfor asubset
of theRVs. However, exactEM is oftennot possiblebecaus¢he exactposteriors intractable Also, exact
EM doesnotaccountor uncertaintyin the parameters.

Variationaltechniguesassumehat comesfrom a family of probability distributionsparameter

izedby : . Substitutingthis expressiorinto (6), we obtainthe variational freeenegy.
— 9)

Notethat depend®on thevariationalparameters,. Here,inferenceproceed$y minimizing

with respecto the variationalparametersThe term variational refersto the processof minimizing the
functional with respecto thefunction . For notationalsimplicity, we oftenuse to
referto the parameterizedistribution,

The proximity of to its minimum possiblevalue, , Will dependon the family of
distributionsparameterizetly . In practice thisfamily is usuallychosersothataclosedform expression
for canbe obtainedandoptimized. The “starting point” whenderving variationaltechniquess
the productform (a.k.a. fully-factorized,or mean- eld) -distribution. If consistsof  hiddenRVs

, theproductform  distributionis

(10)

wherethereis onevariationalparameteor onesetof variationalparametershat speci esthe mamginal

for eachhiddenRV
The advantageof the productform approximations mostreadily seenwhen is describedy
a BN. Supposehatthe th conditionalprobability functionis a function of RVs and . Some

conditionaldistributionsmay dependon hiddenRVs only, in whichcase is empty Otherconditional
distributions may dependon visible RVs only, in which case is empty Let bethe th

conditionalprobabilityfunction. Then,

(11)
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Substituting(11) and(10) into (9), we obtain

The high-dimensionaintegral over all hiddenRVs simpli es into a sumover the conditionalprobability
functions,of low-dimensionaintegralsover small collectionsof hiddenRVs. The rst termis the sum
of the negative entropiesof the -distributionsfor individual hiddenRVs. For mary scalarRVs (e.g.,
Bernoulli, Gaussianetc) theentropy canbewrittenin closedform quite easily

The secondermis the sumof the expectedog-conditionaldistributions,wherefor eachconditional
distribution, the expectations takenwith respecto the productof the -distributionsfor thehiddenRVs.

For appropriateforms of the conditionaldistributions, this term canalsobe written in closedform. For

example,suppose (i.e., is Gaussiarwith mean
), and and areGaussiawith means and andvariances and . Theentropy
termsfor and are and . The othertermis the expectedvalueof a

guadratidorm underaGaussianwhichis straightforvardto compute.Theresultis

. Theseexpressionsareeasily-computedunctionsof the variational

parametersTheir derivatives(nheededor minimizing ) canalsobe computedjuite easily

In generalyariationalinferenceconsistof searchindor thevalueof thatminimizes . For
convex problemsthis optimizationis easy Usually, isnotcorvexin anditerative optimization
is required:

Initialization. Pickvaluesfor thevariationalparameters, (randomly or cleverly).
Optimization Step. Decrease by adjustingthe parametewvector , or a
subsebdf

Repeatfor a xed number of iterations or until convergence.

This variationaltechniqueaccountsfor uncertaintyin both the hiddenRvVs and the hiddenmodel
parameterslf theamountof training datais small, a variationalapproximatiornto the parameterganbe
usedto representincertaintyin themodeldueto the sparserainingdata.

Often, variationaltechniquesare usedto approximatethe distribution over the hiddenRVs in the E
stepof the EM algorithm, but point estimatesare usedfor the model parameters.In suchvariational

EM algorithms the -distribution is . Note thatthereis one setof
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variationalparameteror eachtrainingcase.ln this case we have thefollowing generalizedEM steps:

Initialization. Pickvaluesfor thevariationalparameters andthemodel
parameters (randomly or cleverly).

Generalized E Step. Startingfrom the variationalparametergrom the previous
iteration,modify soasto decrease .

GeneralizedM Step. Startingfrom the modelparameterérom the previous itera-
tion, modify soasto decrease .

Repeatfor a xed number of iterations or until convergence.

Variational inference for EM in the occlusion model
Thefully-factorized -distributionoverthehiddenRVs for asingledatasamplan theocclusionrmodel
is . Substitutingthis  -distribution into the free enegy for a single

obsereddatasamplein theocclusionmodel,we obtain

The rst two termskeep and closeto their priors and . Thethird term keeps
closeto themaskpriors( ) for foregroundclasseghathave high posteriomprobability ( ). Thelast
two termsfavor maskvaluesandforeground/backgroundlasseghat minimize the variance-normalized
squaredlifferencedetweerthe predictedpixel valuesandthe obsenedpixel values.

Settingthe derivativesof  to zero,we obtaintheupdatedor the -distributionsin the E step.Once
the variationalparametersre computedfor all obsened images,the total free enegy is
optimizedwith respecto he modelparameterso obtainthevariationalM step.Theresultingupdatesare
givenin Fig. 5. EachE stepupdatecanbe computedn time, whichisa -fold speed-upver
exact inferenceusedfor exact EM. This speed-ugs obtainedbecausedhe variationalmethodassumes

that and areindependenin the posterior Also, notethatif the -distributionsplaceall massonone
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Figure 6: Starting with the BN of the original occlusion model (a), variational techniques ranging from the fully
factorized approximation to exact inference can be derived. (b) The BN for the factorized (mean eld) -distribution.

is observed, so it is not included in the graphical model for the -distribution. (c) The BN for a -distribution that
can represent the exact posterior. (d) The BN for a -distribution that can represent the dependence of the mask
RVs on the foreground class. Accounting for more dependencies improves the bound on the data likelihood, but the
choice of which dependencies are retained has a large impact on the improvement in the bound.

con guration,the E stepupdateseduceto theICM updatesThe M stepupdatesaresimilarto theupdates
for exactEM, exceptthatthe exactposteriordistributionsarereplacedoy their factorizedsurrogates.
The above updatescanbe iteratedin a variety of ways. For example,eachiteration may consistof
repeatedlyupdatingthe variationaldistributionsuntil corvergenceandthenupdatingthe parametersOr,
eachiterationmayconsisiof updatingeachvariationaldistributiononce andthenupdatinghe parameters.
Thereare mary possibilitiesandthe updateorderthatis bestat avoiding local minima dependson the

problem.

6.13 Structured Variational Techniques
The product-form(mean- eld) approximationdoesnot accountfor dependenciebetweenhiddenRVs.
For example,if the posteriorhastwo distinct modes,the variationaltechniquefor the product-formap-
proximationwill nd only one mode. With a differentinitialization, the techniquemay nd another
mode,but the exactform of the dependenceés not revealed. In structuredvariationaltechniquesthe -
distributionis itself speci edby agraphicaimodel,suchthat canstill beoptimized.Fig. 6ashons
theoriginal BN for theocclusionmodelandFig. 6b shovsthe BN for thefully-factorizedmeaneld) -
distribution describedabore. Recallthatthe exactposteriorcanbe written
. Fig. 6c shavsthe BN for this -distribution. Generally increasinghe number

of dependencieis the -distributionleadsto moreexactinferencealgorithms put alsoincreaseshecom-
putationaldemandf variationalinference.In the occlusionmodel,whereasnean eld inferencetakes

time, exactinferencetakes time. However, additionaldependenciesansometimeseaccounted

for atnoextracomputationatost. As describedelow, it turnsoutthatthe -distributionshovnin Fig. 6d
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leadsto aninferencealgorithmwith the samecompleity asthe mean eld method(  time), but can
accounfor dependenciesf the maskRVs ontheforegroundclass.
Structured variational inference for EM in the occlusion model
The -distribution correspondingo the BN in Fig. 6¢ is
De ning , we have . Substitutingthis

-distributioninto thefree enegy for the occlusionmodel,we obtain

Settingthederivativesof  to zero,we obtainthe updategivenin Fig. 5. With somecare theseupdates
canbe computedn time,whichisa -fold speed-upver exactinference.Althoughthe depen-
denciesof and , on arenotaccountedor, thedependencef  on is accounted
for bythe 's. Theparameteupdatesn theM stephave asimilarform asfor exactEM, exceptthatthe

exactposterioris replacedoy theabove, structured -distribution.

6.14 The Sum-Product Algorithm (Belief Propagation)

The sum-productalgorithm (a.k.a. belief propagation probability propagation)erformsinferenceby
passingnessagealongthe edgesf thegraphicalmodel(seg[28] for anextensve review). Themessage
arriving atan RV is a probability distribution (or a functionthatis proportionalto a probability distribu-
tion), that representshe inferencefor the RV, asgiven by the part of the graphthat the messageame
from. Pearl[36] shovedthatthe algorithmis exactif thegraphis atree.Whenthe graphcontainscycles,
thesum-producalgorithm(a.k.a.“loopy belief propagation”)s notgenerallyexactandcanevendiveme.
However, it hasbeenusedto obtaingoodresultson somevision problemg[7, 8], andhasbeenshawn to
give the bestknown algorithmsfor solving dif cult instancesof NP-hardproblems,including decoding
errorcorrectingcoded16], randomsatis ability problemg31], andphase-unwrappingn 2-dimensional
imageq15]. It canbe shavn theoreticallythatwhenthe “max-product’variantof the sum-productlgo-

rithm corvergesto a con guration, all con gurationsthatdiffer by perturbingthe RVs in subgraphshat
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containat mostonecycle, will have lower posteriomprobabilities[39].

To seehow the sum-productlgorithmworks, considercomputing in the model
. Oneapproachs to compute for all valuesof , , and andthen
compute . For binary RVs, this takes operationsAl-

ternatvely, we canmove the sumsinsidethe products:
If thetermsarecomputedrom theinnermosttermout, this takes operationsgiving an
exponentialspeed-upn the numberof RVs. The computationof eachtermin bracescorrespondso the
computatiorof amessagén the sum-productlgorithm.
In agraphicalmodel,thejoint distribution canbe written , Wwhere  and
arethehiddenandvisible RVsin the thlocalfunction(or conditionaldistribution). Thesum-product
algorithmapproximates by , Where isspeci edby mamginals andcliguemamginals
. Thesearecomputedby combiningmessagethatarecomputedteratively in the FG. Denotethe
messageentfrom variable to function by anddenotethe messagsentfrom function  to
variable by . Notethatthe messag@assedn anedgeis a functionof the neighboringvariable.
A userspeci ed messge-passingsdheduleis usedto determinewhich messageshouldbe updatedat

eachiteration. The sum-productlgorithmproceedsasfollows:
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Initialization. Setall messagew beuniform.
MessagdJpdate Step. Updatethemessagespeci edin themessage-passirsghed-

ule. Themessagsentfrom variable to function is updatedasfollows:

(12)

Themessagsentfrom function tovariable is updatedasfollows:

(13)

where is thesetof indices  with removed.
Fusion. A single-\ariablemaginal or clique maiginal canbe computedat ary time

asfollows:

(14)

(15)

where is usedto normalizethe expression.

Repeatfor a xed number of iterations or until convergence.

For numericalstability, it is a goodideato normalizeeachmessagevhenupdatingit, e.g., sothesum
of its elementsequalsl.

If the graphis atree,oncemessagebave o wedfrom every nodeto every othernode,the estimates
of the posteriormamginalsareexact So,if the graphhas edges.exactinferenceis accomplishedy
propagating messageaccordingto the following message-passirsghedule.Selectonenodeasthe
rootandarrangethe nodesin layersbeneatitheroot. Propagatenessageffom the leavesto theroot (
messagesgndthenpropagatenessageom therootto theleaves(another messages)his procedure
ensureshatmessage® w from every nodeto every othernode.Notethatif thegraphis atree,if normal-
izationsarenot performedduring message-passinthe fusion equationccomputethe joint probability of
thehiddenvariable(s)andthe obsenedvariables:

If thegraphcontainscycles,messagesanbe passedn aniterative fashionfor a x ednumberof iter-
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ations,until corvergenceis detectedor until divergences detectedAlso, variousschedule$or updating
the messagesanbe usedandthe quality of theresultswill dependontheschedule.
If thegraphicalmodelis a BN, sothat , thesum-producalgorithmcanbe usedfor inferencen

ageneralizedEM algorithmasfollows:

Initialization. Pick valuesfor the modelparameters (randomly or cleverly), and
setall message® beuniform.

GeneralizedE Step. For eachtrainingcase , applyoneor moreiterationsof the
sum-productlgorithm.Then,fusemessageasdescribedibore to compute

for every child andits parents.

GeneralizedM Step. Modify theparameters soasto maximize

Repeatfor a xed number of iterations or until convergence.

The sum-pr oduct algorithm for EM in the occlusion model

For anocclusionmodelwith  pixels, exactinferencetakes time. In contrastjoopy belief
propagatiortakes time, assuminghe numberof iterationsneededor cornvergenceis constant.
Generally the computationalyain from usingloopy belief propagations exponentialin the numberof
RVs thatcombineto explainthedata.

Thegraphicaimodelhascycles,sobeforeapplyingthe sum-producalgorithm,we modify it to reduce
thenumberof cycles,asshovnin in Fig. 7a,wherethe obsenedpixels arenotshavn for visual
clarity. For eachpixel , thereis onelocalfunction thatcombineghe conditionaldistributionsfor each

maskRV andits correspondingpixel:

Fig. 7b shavs how we have labeledthe messagealongthe edgesof the FG. During messaggassing,
somemessagesvill alwaysbe the same. In particular a messagdeaving a singly-connectedunction
nodewill alwaysbeequalto thefunction. So,the messagekeaving the nodescorrespondingo and

areequatto and , asshavnin Fig. 7b. Also, amessagéaving asingly-connectedariable
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Figure7: (a) The FG for the occlusion model with  pixels, after the observations ( ) are absorbed into
function nodes, . (b) The sum-product algorithm (belief propagation) passes

messages along each edge of the graph. This graph fragment shows the different types of messages propagated
in the occlusion model.

nodewill alwaysbe equalto the constant . So,the messagekaving themaskRVs, are . Initially,
all othermessagearesetto thevalue .

Beforeupdatingmessagem thegraph ,we mustspecifyin whatorderthemessageshouldbeupdated.
This choicewill in uence how quickly the algorithmcorverges,andfor graphswith cyclescanin uence
whetheror not it convergesat all. Messagesanbe passeduntil convergence,or for a x ed amountof
time. Here,we de ne oneiterationto consistof passingnessageBomthe 'sto ,from tothe 's,from
the 'sto ,from tothe 's,andfromthe 'stothe 's.EachiterationensureshateachRV propagates
its in uence to every otherRV. Sincethe graphhascycles,this procedureshouldberepeated.

The messageipdatesarederivedfrom the generalrulesdescribedabore. From (13), it is straightfor
wardto show thatthemessagesentfrom to shouldbeupdatedasfollows:

. Notethatsincetheresultingmessagés afunctionof alone, and mustbesummedver.
Substituting from above andassuminghat is normalizedthis updatecanbe simpli ed:
. Thelaststepin computingthis message
is to normalizeit:

Accordingto (12), themessagesentfrom to is givenby the productof the otherincomingmes-
sages, , andit is thennormalized:

Themessagsentfrom to is givenby , Which simpli es
to . Note thatthe termsin
large parenthesedon't dependon , sothey needto be computedonly oncewhenupdatingthis message.
Again, beforeproceedingthe messagés normalized:

The messagesentfrom to is givenby , andthen normalized:

Finally, the messagesentfrom to is updatedas follows:

. For and this updatesimpli es to
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and . Normalizationis performedby setting

At ary pointduringmessage-passintpefusionrulein (14) canbeusedo estimateosteriormarginals

of variables Theestimate®f , and are :

, and . It is commonto computetheseduring
eachiteration. In fact,computingthe posteriormaginalsis oftenusefulasanintermediatestepfor more
efciently computingothermessaged-or example directimplementatiorof the above updategor
requiresorder time. However, if is computedrst (whichtakesorder  time),then can
beupdatedn order  timeusing , followedby normalization.

Fig. 5 shavsthegeneralized&M algorithmwherethe E stepuseshesum-producalgorithm.Whereas
algorithmspresente@arlierhave oneupdatefor eachvariable(whetherin termsof its valueor its distribu-
tion), thesum-productalgorithmhasoneupdatefor eachedgein thegraph.Notethatwhenupdating
and , Whereasvariationalmethodsadjustthe effect of eachlik elihoodtermby raisingit to a power,
thesum-productlgorithmaddsanoffsetthatdepend®n how well the otherhiddenvariablesaccountor
thedata.In the M step,we have useda factorizedapproximatiorto and . In fact,these
cliqguemaginalscanbe computedusing(15), to obtaina moreexactM step.

The sum-pr oduct algorithm as a variational method

The sum-productalgorithm can be thoughtof as a variationaltechnique. Recallthatin contrastto
product-formvariationaltechniquesstructuredvariationaltechniquesaccountfor moreof the directde-
pendenciegedges)n the original graphicalmodel,by nding -distributionsover disjoint substructures
(sub-graphs)However, oneproblemwith structuredvariationaltechniquess thatdependenciesmduced
by theedgeghatconnecthesub-graphsreaccountedor quiteweaklythroughthevariationalparameters
in the -distributionsfor the sub-graphsin contrastthe sum-productlgorithmusesa setof sub-graphs
thatcover all edgedn the original graphandaccountdor every directdependencapproximately using
oneor more -distributions.

To derive the sum-productalgorithm as a variational methodwe follow [40]. As describedear

lier, the sum-productalgorithm approximates by , Where is speci ed by maginals
and clique mamginals . Notice that thesesetsof maginals cover all edgesin the graphi-
cal model. Substitutingthe expressionfor into (6) the free enepy is

. Thesecondermis alocal expectationthatcanusuallybecomputecbr
approximatecef ciently. However, sincewe don't have a factorizedexpressionfor , the rst term

is generallyintractable.We canapproximate insidethe logarithmusingthe Betheapproximation
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,Where isthedegyreeof | i.e.,thenumberof terms that

appearsn. The denominatolis meantto accountfor the overlap betweenthe clique mamginals. For
treesthe Betheapproximations exact(c.f. [29]).

Substitutingthe Betheapproximationfor the term , We obtainthe Bethefree enegy ,

which approximateghetruefreeeneny,

This approximationbecomesexact if the graphis atree. If the graphis not a tree, we canstill try to
minimize W.r.t. and , but duringoptimizationthe maginalsareusuallynot consistent
with any probabilitydistributionon . Thestatisticabhysicscommunityhasdevelopedmorecomple, but
moreaccuratepproximationssuchasthe Kikuchi approximationwhich canbe usedto derive inference
algorithms[40].
Theminimizationof mustaccountfor the mamginalizationconstraints, ,
, and , Where isthesetof indices  with

removed. Thelastconstrainensureshatthesingle-\ariablemaiginalsandthecliqguemaginalsagree De-

notethe Lagrangemultipliersfor theseconstraintby , and , Wherethelastmultiplier depends
onthevalue |, sincethereis oneconstrainfor eachvalueof . Settingthederivativesof subjecto
theseconstraintgo 0, we obtain and

The sum-productalgorithm can be viewed as an algorithmthat recursvely computeshe Lagrange
multipliers, , Soasto satisfytheabove two equationandthemamginalizationconstraineverywhere
in the network. In the standardorm of the sum-productlgorithm,we de ne tobea
“message’sentfrom variable tofunction . Usingthisnotation,theequationsaandthe mamginalization

constraintgive thefollowing systemof equations:
(16)
17)

(18)

One approachto solving this systemis to nd a set of updateequationswhose x ed points satisfy
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the systemof equations. To do this, introduce“messages’that are sentfrom functionsto variables:
is a messagesentfrom function  to variable . It is straightforvard to shov thata x ed
point of the sum-producupdatesn (12) to (15) satis esthe systemof equations.From (12), we have

. Combiningthis with (14) we

obtain which satis es (16). In the systemof equations(17) is satis ed
trivially by sum-producupdate(15). To seehow (18) is satis ed, rst sumover in (15) andthen
use(13) to obtain . Then,substitute from (12) anduse(14) to
obtain , Which satis es(18).

6.15 Annealing

In all of the above techniquesywhensearchingor , localminimaof canbea problem. Oneway

to try to avoid local minimais to introduceaninversetemperature, :

When , is uniformandinferences easy When : and ,

thefreeenegy we wantto minimize. By searchingover while annealinghesystem- adjusting from
to —thesearchmayavoid local minima. In practice the useof annealingaisesthedif cult question

of how to adjust duringinference.

7 Comparisonof Algorithms

Eachof thetechniquegpresentedbove iteratively updatesan approximatiornto the exactposteriordistri-
bution over hiddenvariablesandparametersAs describedabove, the differentmethodscanbeviewedas
minimizing differentforms of free enegy. However, it is alsousefulto studyhow the behaiors of the
algorithmsdiffer. In Tablel, we give the updateequationdor the maskvariablesn the occlusionmodel.
Theseupdatediave beenwrittenin aslightly differentform thanpresenteah Fig. 5, to make comparisons
betweerdifferentmethodseasier

While exactinferencecomputeghedistributionover  for every possiblecon gurationof theneigh-
boringvariables and in thenetwork, ICM andGibbssamplingselecta new valuefor  basedonthe
singlecurrentcon gurationof and . So,whereasipdatingall maskvariablesakes time for exact
inferencejt takes timefor ICM andGibbssampling.

The updatefor the distribution over in thefully-factorizedvariationalmethod(mean eld)
canbecomparedo theupdatefor exactinference While theupdatedook similar, animportantdifference
is thateachtermthatdependon or is replacedoy its geometricaveragew.r.t. the currentdistribution

or . Eachsuchgeometricaveragetakes time andthereare maskvariablessoupdatingall
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Method Updatefor maskvariables Compleity

Exactinference(usedin EM)

if
otherwise

Iterative conditionalmodes

Gibbssampling !

Fully-factorizedvariational

Structuredvariational

Sum-producalgorithm

Tablel: A comparison of the updates for the mask variables under the various inference algorithms discussed in
this tutorial paper.

maskvariablegakes  time.

In the structuredvariationalmethod,the dependencef  on s takeninto account. The update
for thedistribution lookssimilar to theupdatein thefully-f actorizedvariationalmethod but the
geometricaveragedor termsthatdependon arenot taken (sinceone -distribution is computedfor
eachvalueof ). Thetermthatdependn doesnotdependon , soits geometricaveragew.r.t. can
becomputedncefor all . Theresultingupdategor all maskvariablesakes  time,whichisthesame
asfor the fully-f actorizedvariationalmethod. This exampleshows that sometimesaccountingfor more
dependenciedoesnot signi cantly increasahetime-compleity of avariationalmethod.

Comparingthe updatefor in the sum-producalgorithmwith the correspondingipdatein the
fully-f actorizedvariationalmethod,we seethat the geometricaveragesare replacedwith arithmeticav-
erages.This is animportantdifferencebetweenthe two methods. While the geometricaveragefavors

valuesof  thathave highweightin all terms,the arithmeticaveragefavorsvaluesof  thathave high
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weightin atleastl term. In this sensethe sum-producalgorithmis more“inclusive” of possiblecon g-
urationsof hiddenvariablesthanfully-f actorizedvariationalmethods.Anotherdifferencebetweerthese
two methodsds thatwhile the variationalmethodtakesaveragesw.r.t. the samedistributionfor all pixels,

or , thesum-producalgorithmusespixel-speci c distributions, or

8 Experimental Results

We exploredthe following algorithmsfor learningthe parameter®f the occlusionmodel describedn
Sec.3.1: iterative conditionalmodes(ICM), exact EM, Gibbs sampling;variationalEM with a fully-
factorizedposterior structuredvariationalEM, andthe sum-productlgorithm(loopy belief propagation).

We found that the structuredvariationalmethodperformedalmostidentically to the fully-f actorized
variationalmethod,so we do not reportresultson the structuredvariationalmethod. In fact, for the
occlusionmodel,it so happenghattherearent ary structuredbetweenhe exact structureandthe mean

eld structurethatproduceresultsthataredifferentfrom eitherof thesetwo structures Generally thisis
nottrue. For largemodelsthereusuallyarestructuredsariationalapproximationshatproduceboundshat
aresigni cantly betterthanmean eld, but aremuchmorecomputationallyef cient thanexactinference
(c.f. [14)).

Eachtechniquecanbetwealedin avarietyof waysto improve performancebut our goalis to provide
thereaderwith a“peek underthe hood” of eachinferenceengine,soasto corvey a qualitatve senseof
the similaritiesand differencesbetweenthe techniques.In all casesgachinferenceRV or parameteis
initialized to arandomnumberdravn uniformly from therangeof the RV or parameter

Thetrainingdatais describedandillustratedin Fig. 1. Techniqueshatwe testedareatbestguaranteed
to corvergeto alocal minimumof thefreeenepgy, whichis anupperboundonthe negative log-likelihood
of the data. Oneof the typical local minimais a setof clustersin which someof the true classesn the
dataarerepeatedvhile the othersaremeigedinto blurry clusters.To avoid this type of alocal minimum,
we providedthe modelwith 14 clusters- 2 morethanthetotal numberof differentforegroundsandback-
grounds.Notethatif too mary clustersareusedthemodeltendsto over t andlearnspeci c combinations
of foregroundandbackground.

Eachlearningalgorithmwasrun 5 timeswith differentrandominitializations and the run with the
highestlog-likelihood(which canbe computedor the occlusionmodel)waskept. Note thatfor comple
models,computingthe log-likelihoodis intractableandthe free enegy shouldbe usedinstead. During
initialization, the pixelsin the classmeanswveredravn independentlyfrom the uniform densityin

Thepixelsvariancesveresetto 1 andthe maskprobabilityfor eachpixel wassetto . All classesvere
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Figure 8: Comparison of the learned parameters of the model in Sec. 3.1 using various learning methods. For
each method, we show the mask probabilities , pixel means , and pixel variances for each class as
images, where black indicates a variance of 0. For exact EM and variational EM, we also show the total posterior
probability that each class is used in modeling the foreground () and background ( ): — ,

- . These indicate when a class accounts for too much or too little data. Note that there is no
reason for the same class index for two techniques to correspond to the same object.

allowedto beusedin bothforegroundandbackgroundayers® In orderto avoid numericalproblemsthe
modelvariancesaswell asthe prior andposteriorprobabilitieson discreteRVs werenotallowed
to dropbelow

Fig. 8 shows the parametersfter corvergenceof the learningalgorithms,andFig. 9 shows the free
enegy asa functionof the numberof computationieededluringlearning. Althoughthe computational
requirementsvaried by almost2 ordersof magnitude,mosttechniqueseventually managedo nd all
classesof appearanceThe greediestechnique ICM, failedto nd all classe& The ability to disam-
biguateforegroundandbackgroundclassess indicatedby the estimatednaskprobabilities  (seealso
the examplein Fig. 11), aswell asthe total posteriorprobability of a classbeingusedasa background

(), andforeground( ).

SSeparatinghe foregroundandbackgroundtlassesn the modelspeedsip thetraining, but introducesmorelocal minima.

SHowever, for adifferentparameterizationf the model,theICM techniquecouldwork better For exampleif areal-valued
maskwereusedinsteadof a binary mask,the ICM techniquewould be estimatinga real-valuedmaskmakingit closerto the
mean- eldtechniquedescribedn this paper
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Figure9: Free energy versus number of oating point operations used during training, for ICM, exact EM, and EM
using Gibbs sampling, variational inference, and the sum-product algorithm in the E step.

ExactEM for themostpartcorrectlyinferswhich of the classesreusedasforegroundor background.
Theonly errorit madeis evidentin the rst two learnedclasseswhich aresometimeswappedo model
thecombinationof the backgroundandforegroundlayers,shavn in thelastexamplefrom thetraining set
in Fig. 1. Thisparticularcombination(12imagesn thedataset)s modeledwith class2 in thebackground
andclassl in theforeground.Thisis aconsequencef usingl4 classestatherthantherequiredl2 classes.
Without class2, which is a repeatedrersionof class6, class6 would be correctlyusedasa foreground
classfor theseexamples.Theotherredundang is class13, which endsup with aprobabilitycloseto zero,
indicatingit is notusedby the model.

The variationaltechniquedoesnot properlydisambiguatdoregroundfrom backgrouncclassesasis
evidentfrom thetotal posteriorprobabilitiesof usinga classin eachlayer and . For theclasseghat
exact EM alwaysinferred as backgroundclassesthe variationaltechniquelearnedmasksprobabilities
thatallow cuttingholesin variousplacesn orderto placetheclassesn theforegroundandshawv thefaces
behindthem. The maskprobabilitiesfor theseclasseshowv outlinesof facesand have valuesthat are
betweerzeroandoneindicatingthatthe correspondingpixels arenot consistentlyusedwhenthe classis
pickedto bein the foreground. Suchmaskvaluesreducethe overall likelihood of the dataandincrease
the variationalfree enegy, becausehe masklik elihood hasthe highest
valuewhen iseither or ,and hasthesamevalue. Consequentlyhevariationalfree enepy is

alwayssomevhatabovethenegativelik elihoodof thedatafor arny givenparametergseerig. 10a). Similar
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Figure 10: How good are the free energy approximations to the negative log-likelihood? In (a) we compare the
mean- eld variational free energy, the point estimate free energy and the negative log-likelihood during variational
EM. In (b) we compare the same three quantities during exact EM. To further illustrate the advantage of modeling
uncertainty in the posterior, in (c), we show the point-estimate free energy and the negative log-likelihood during
ICM learning. In (d), we compare the same two quantities during Gibbs sampling EM.

behaior is evidentin the resultsof otherapproximatdearningtechniquedhat effectively decouplethe
posteriorover the foregroundandbackgroundclassessuchasloopy belief propagationlast column of
Fig. 8), andthe structuredvariationaltechnique.

Oneconcernthatis sometimegaisedaboutminimizing the free enegy, is thatthe approximate -
distribution usedfor the hiddenRVs may not be well-suitedto the model, causingthe free enegy to be

a poor boundon the negative log-likelihood. However, aspointedout in [20], sincethe free enepy is
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(see(6)), if two modelst the dataequallywell ( is the same),
minimizing the free enegy will selectthe modelthat makesthe approximate -distribution more exact
(select to minimize ).

We seethis effect experimentallyin Fig. 10. In Fig. 10awe show the free enegy for the variational
mean- eld methodduring 30 iterationsof learning. In this case,a single iteration correspondgo the
shortestsequencef stepsthat updateall variational parameterg for eachtraining
case)andall model parameters.In the sameplot, we shawv the true negative log-likelihood after each
iteration. We also shaw the point estimateof the free enegy, which is evaluatedat the modesof the
variationalposterior Sincethe parametersare updatedusing the variationaltechnique the variational
boundis the only one of the curvesthat theoreticallyhasto be monotonic. While the negative of the
log-likelihoodis consistentlybetterthanthe otherestimatesthe bounddoesappearto be relatively tight
mostof thetime. Notethatearly onin learning,the point estimategivesa poorbound,but afterlearning
is essentially nished, the point estimategives a good bound. The fact that ICM performspoorly for
learning,but performswell for inferenceafterlearningusinga bettertechniquejndicatesheimportance
of accountingor uncertaintyearly in thelearningprocess.

As shavn in Fig. 10b, if the sameenegiesareplottedfor the parametersifter eachiterationof exact
EM, the curvescorverge by the 5th iteration. Here, the mean- eld variationalfree enegy is computed
usingthefactorizedposterior tted by minimizingtheKL distanceo the exactpos-
terior , While the point estimateis computedby further discardingeverythingbut the peaks
in the variationalposterior Whenthe posterioris still broadearlyin the learningprocessthe variational
posteriorleadsto a tighter boundon the negative log-likelihood thanthe point estimate. However, the
point estimatecatchesup quickly asEM corvergesandthetrue posterioritself becomegpealed.

If theparameterareupdatedisinglCM (whichusespointestimates)asshavnin Fig. 10c,poorlocal
minima are found and both the free enegy andthe true negative log-likelihood are signi cantly worse
thanthe samequantitiesfound using exact EM and variational EM. Also, even after corvergence,the
point estimatefreeenegy is notatight boundon the negative log-likelihood.

Theseplotsaremeantto illustratethatwhile fairly severeapproximation®f theposteriorcanprovide a
tight boundnearthelocal optimumof thelog-likelihood,it is thebehaior of thelearningalgorithmin the
earlyiterationsthatdetermineow closeanapproximatgechniquewill getto alocal optimumof thethe
truelog-likelihood. In the earlyiterations to give the modela chanceo getto agoodlocal optimum,the
modelparametersretypically initialized to modelbroaddistributions,allowing the learningtechniques

to explore more broadlythe spaceof possibilitiesthroughrelatively at posteriorg(e.g., in our casewe
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initialize the variancedo be equalto one,correspondingo a standarddeviation of 100%o0f the dynamic
rangeof theimage).If the approximateposteriormakesgreedydecisionsearlyin the learningprocessit
is oftendif cult to correctthe errorsin lateriterations. The ICM techniquewhile very fast,is the most
greedyof all thetechniquesEvenif themodelis initialized with highvariancesthelCM techniquanakes
greedydecisionsfor the con guration of the hiddenRVs from the beginning and cannever make much
progress.

Importantly even computationallysimple ways of accountingfor uncertaintycan improve perfor
mancesigni cantly, in comparisorwith ICM. In Fig. 10d, we shav the point estimatefree enegy and
thenggative log-likelihoodwhenthe ICM techniques modi ed to take someuncertaintyinto accountpy
performinga Gibbssamplingstepfor eachRV, insteadof picking the mostprobablevalu€e’. This method
doesnotincreasé¢he computationatostperiterationcomparedo ICM, but it obtainsmuchbettervalues
of both enepies. Samplingsometimesnakesthe free enegy worseduring the learning,but allows the
algorithmto accountfor uncertaintyearly on, whenthe true posteriordistributionsfor RVs are broad.
While this single-stepgGibbssamplingtechniqueobtainsbetterenegiesthanICM, it doesnotachieve the
lower enegiesobtainedoy exactEM andvariationalEM.

The effect of approximateprobabilisticinferenceon the visual quality of the parameterss illustrated
in Fig. 11, wherewe shov how the modelparameterghangeduring several iterationsof EM wherethe
E stepis performedusing the sum-productalgorithm. On the far right of the gure, we illustrate the
inferenceover hiddenRVs (foregroundclass , backgroundtlass andthemask ) for 2 training cases.
After the rst iteration,while nding goodguesses$or the classeghattook partin theformationprocess,
theforegroundandbackgroundareincorrectlyinvertedin the posteriorfor the rst training caseandthis
situationpersistsavenaftercorvergence Interestingly by applyinganadditional? iterationsof exactEM
after 30 iterationsof sum-productM, the modelleavesthe local minimum. This is evidentnot only in
the rst trainingcase bput alsoin therestof thetraining data,asevidencedby the erasureof holesin the
estimatednaskprobabilitiesfor the backgroundtlassesThe sameimprovementcanbe obseredfor the
variationaltechnique. In fact, addinga small numberof exact EM iterationsto improve the resultsof
variationallearningcanbe seenaspart of the sameframewvork of optimizingthe variationalfree enengy;,
exceptthatnot only the parametersf the variationalposterior but alsoits form canbe variedto increase
theboundateachstep.

Whenthe natureof thelocal minimato which a learningtechniques susceptiblas well understood,

"Notethatbecausehis techniquedoesnot useanensemblef samplesit is notguaranteetb minimizefreeenegy ateach
step.
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Figurell: Anillustration of learning using loopy belief propagation (the sum-product algorithm). For each iteration,
we show: (a) model parameters, including mask priors, mean and variance parameters for each class, and (b)
inferred distribution over the mask and the most likely foreground and background class for two of the 300 training
images. Although the algorithm (Sec. 6.14) converges quickly, it cannot escape a local minimum caused by an
overly-greedy decision made in the very rst iteration, in which the foreground object is placed into the background
layer for the rst illustrated training case. An additional 2 iterations of exact EM (Sec. 6.9), which uses the exact
posterior , allows the inference process to ip the foreground and background where needed, and
escape the local minimum.

it is often possibleto changeeitherthe modelor the form of the approximatiorto the posterior to avoid
theseminimawithouttoo muchextracomputationin theocclusionmodel,theproblemis thebackground-
foregroundinversion,which canbe avoidedby simply testingthe inversionhypothesisandswitchingthe

inferredbackgroundndforegroundclasseso checkif thislowersthefreeeneny, ratherthanexploringall
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possiblecombination®f classesn theexactposterior An elegantway of doingthis within thevariational
framework is to addan additional“switch” RV to the model,which in the generatie processanswitch
thetwo classesThen,themean eld posteriorwould have acomponenthatmodelsthe uncertaintyabout
foreground-backgrounéversion. While this would renderthe variationallearningtwo timesslower, it

would still be muchfasterthanthe exactEM.

9 FutureDirections

In ourview, themostinterestingandpotentiallyhigh-impactareaf currentresearchncludeintroducing
effective representationand modelsof visual data; inventing new inferenceand learningalgorithms,
thatcanef ciently infer combinatorialexplanationsof visual scenesgevelopingreal-time,or nearreal-
time, modularsoftware systemsthat enableresearcherand developersto evaluatethe effectivenessof
combinationsof inferenceand learning algorithmsfor solving vision tasks; advancingtechniquedor
combininginformationfrom multiple sourcesincluding multiple camerasinultiple spectrakcomponents,
multiple featuresandothermodalities suchasaudio textualandtactileinformation;developinginference
algorithmsfor active vision, thateffectively accountfor uncertaintiesn the sensoryinputsandthe model
of thescenewhenmakingdecisionsaboutinvestigatinghe ervironment.In our view, acorerequirement
in all of thesedirectionsof researchs that uncertaintyshould be properly accountedor, bothin the
representationsf problemsandin adaptingto new data.Large-scalehierarchicalprobabilitymodelsand
ef cient inferenceandlearningalgorithmswill play alargerolein the successfuimplementatiorof these

systems.
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